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1.. INTRODUCTION 

This Quarterly Technical Report is the ninth in a series of 

reports which describe the work being performed at BBN in 

fulfillment of several ARPA work statements. Beginning wi th th.is 

quarter, the QTR will be issued as a two-volume report. The 

areas described in Volume I include: 1 ) development of and 

experimentation with packet broadcast by satellite; 2) 

development of the Pluribus Satellite IMP; and 3) UNIX System 

Development. The areas described in Volume II include 1 ) 

development of the Private Line Inter"face; and 2) end-to-end 

packet network security. This work is supported under contracts 

MDA903-76-C-0252 and MDA903-76-C-0214, and is described in the 

£wo volumes of this single Quarterly Technical Report with the 

permission of the Defense Advanced Research Projects Agency. 

Some of this work is a continuation of efforts previously 

reported on under contracts DAHC15-69-C-0179, F08606-73-C-0027, 

F08606-75-C-0032, and MDA903-76-C-0213. 

- 1 -



Report No. 3824 Bol.t Beranek and Newman Inc. 

4. UNIX SYSTEM DEVELOPMENT 

4.1 Introduction 

Work on UNIX during the past quarter was concentrated in the 

following areas: 

1. We prepared a recommendation of a new UNIX mechanism for 

providing mapped files and shared memory; if adopted, this 

recommendation will lead to a system with greatly improved 

capabilities for Interprocess Communication, IPC, which will 

benefit the TCP and its user programs such as the KDC and 

NAC. 

2 .We installed a number of enhancements to the existing IPC 

mechanisms to provide greater functionality and a more 

hospitable interface for the KDC and NAC in using the TCP. 

3. We analyzed the current operation of the Tep on UNIX to 

ascertain where the bottlenecks exist. and developed plans 

by wh ich changes can be made to the TCP to allow improved 

performance. 

In this Quarterl y Report we wi 11 discuss onl y the last two 

areas in detail, having previously submitted to ARPA the draft 

report on UNIX mapped files and a description of the original IPC 

mechanisms. 

- 46 -
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4.2 UNIX TCP 

The current quarter's TeP-related work has involved 

primarily testing and analyzing the operation of the Tep in its 

role of providing communications for the KDC and NAC components 

of .the secure subnet. The goal has been to analyze the 

bottlenecks in the Tep, determine the source of each, and develop 

a plan to improve performance. Several areas have been 

identified for improvement, and work has begun on ',implementation 

, of the changes necessary. 

To investigate the operation of the Tep in UNIX, we have 

centered on two problem areas. The first area inv·olves the way 

~n which TCP as a user process inter faces to UNIX. Because rep 

has so many special ,requirements which "normal" UNIX user 

processes do not have, it finds the normally acceptable user 

services which UNIX provides to be insufficient and overly 

constraining in many cases. We have begun an analysis of the 

enhancements which might be made to UNIX to enable more efficient 

Tep performance, based on our operational experience with the TCP 

in the KDC/NAC environments. 

The second area investigated involves the way in which the 

basic protocol module of Tep interacts with the rest of the rep 

subsystem. 

MOS-based 

The basic protocol module is contained within 

Tepll implementation. 'TePll provides a 

- 47 -
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routines, intended for use within MOS by other processes, which 

drive the basic protocol module. We have surrounded the basic 

module with a convenient environment which enables it to run 

within UNIX and to service multiple connections. Work in this 

area has involved identifying the interfaces ~ich arise because 

the rest of the TCP process has to simulate a number of MOS 

mechanisms, and analyzing the ways in which these inefficiencies 

can be eliminated by changing the basic protocol module to employ 

the more practical UNIX mechanisms instead. 

4.2.1 TCP-UNIX Interactions 

4.2.1.1 IPC Primitives 

The Await and Capacity primitives defined previously are 

intended to provide a minimal set of control primitives by which 

a process can manage its external interactions. For typical user 

processes, these provide an adequate balance of power· versus 

simplicity. The TCP process, while implemented as a user 

process, is logically a system resource, and places higher 

demands on several system facilities, due to the large number of 

external interactions it requires to handle many simultaneous Tep 

connections and user process requests. 

The minimal IPC primitives require that a process which has 

just been awakened due to some change in its external environment 

must test the status of all possible occurrences to determine the 
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cause of the wakeup. For processes with relatively few external 

interfaces, this presents no significant problem. However, the 

TCP process can easily have several tens of such interfaces to 

test on every wakeup, with each test consuming roughly a 

millisecond of CPU time in a system call to check capacity for 

each interface. 

To alleviate this problem, two enhancements to the IPC 

primitives were designed and implemented. The Capacity call was 

modified to allow a process to determine the status of any number 

of files with a single system call. The Await call was extended 

to supply to a process being awakened the file descriptors of all 

enabled files which had activity since the last wakeup. This 

latter facility is especially important in the Tep case, since 

most wakeups will involve only a few files, which can now be 

identified immediately. In conjunction with this change, the 

semantics of the Await facility were changed slightly. 

The additional code to enhance the Await and Capacity calls 

required an addition of 200 words of code, plus an extra 2 words 

of table space for each inode in the system. 

Current versions of the UNIX manual sections describing the 

system calls appear at the end of this section. 

- 49 -
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4.2.1.2 Clocking Functions 

The TCP, in implementing a communications protocol which 

provides for retransmission, requires frequent access to a clock 

for various reasons. The UNIX user environment lacks any 

interrupt facility, so processes which require real-time 

characteristics must frequently check the current time. Because 

of the unknown relationship between real and v irtual time in a 

time-shared environment, a process such as the Tep must be 

carefully structured to conservatively check the time very often 

in its "work loop". 

In the current implementation, each time check requires a 

system call with its associated costs. A general solution to 

this problem within UNIX would require a fairly elaborate 

interrupt system to be de.fined and impl emented for user 

processes. Th€ IPC primitives discussed above have been defined 

with consideration of possible integration into an interrupt 

facility when it becomes feasible. To alleviate the immediate 

problem, however, two timing facilities are being considered for 

addition to the UNIX system, to provide support for processes 

which are time-dependent. 

The first of these is a simple clock faCility, which permits 

a process to have a word in memory which is incremented by the 

system automatically, without any user-system interaction, once 
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per second. In this design, the user process specifies a 

location in its memory space which it will maintain as a pointer 

to a word in memory to be incremented on clock ticks. For every 

clock tick, the system increments the word to which the pointer 

refers. The use of a pointer instead of the word itself permits 

a process to treat the facility as an interval timer, or 

stopwatch, which can be latched simply by changing the pointer. 

The details of the 'time' system call appear at the end of this 

section. A trial implementation of this facility has already 

begun. 

The second timing facility involves implementation of a 

standard UNIX device which would implement an "alarm clock". A 

process writes to the device to "set" the clock; when the alarm 

goes off, the device generates a byte of data which can be read 

by the process. Note that the user process can reset the alarm 

before it goes off. This device would also interface to the 

standard Await and Capacity primitives. 

4.2.1.3 Non-blocking I/O 

The current implementation of TCP interacts with the network 

using an IMP interface driver which uses the UNIX facility for 

doing I/O hardware operations directly between the device and the 

user process' memory space. This design was motivated by a 

desire to avoid copying packets between system buffers and the 

- 51 -
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user process and a need to minimize the use of system buffers in 

the 11/40 implementation. 

The cost of this particular design is the UNIX requirement 

that a process be suspended for the duration of the actual I/O 

transfer. For a typical 1000 bit packet, at a nominal transfer 

rate of 100 kilobaud, this represents a time of 10 milliseconds 

during which the Tep process cannot perform any computation, 

although other processes, for example those using the Tep 

facility, can run during these periods. 

On a "busy" machine, this arrangement is appropriate, since 

if the Tep process is blocked, several other related processes 

will still (presumably) have something to do, so the CPU will be 

kept busy. 

In the 11/40 env i ronme nt run ning the KDC and NAC progr ams, 

the cost of using this "raw I/O" facility was weighed against the 

time which would be spent in copying packets between system 

buffers and the TCP memory with a buffered liD scheme, which is 

on the order of 1 millisecond per packet (1000 bits) per copy 

operation. We determined that the 11/40 would be kept 

sufficiently busy that releasing the TCP .from its blocked state 

would not significantly increase data throughput. 

In a faster, or less busy, machine, the time for actual 

hardware transfers on the IMP interface strongly dominates. To 
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improve the Tep performance in these cases~ two alternatives are 

being considered. 

The first of these would involve design and installation 

within UNIX of a facility for general non~blocking raw 110, i.e., 

a means whereby a user process could start· an I/O operation 

involving an area of its own memory, and continue processing 

while the transfer was performed by the system, which would 

subsequently indicate to the user process that the transfer was 

complete. This approach more closely models the operation of 

real devices, and is a more appropriate environment for real-time 

or communications-oriented applications. This approach does, 

however, represent a fairly major change in the environment of a 

process within UNIX, and its feasibility and impact on the system 

are still being investigated. 

$uch a facili ty would be used not only for network 110 

applications, but also for other devices, and pseudo-devices, as 

appropriate. In the Tep case, it could be used to handle 110 

between processes in a more efficient manner, as an enhancement 

to the 'port' device, as discussed below. 

The second alternative approach to non-blocking 110 is to 

use a version of the IMP interface device driver which uses the 

standard buffered 110 facilities of the system. This approach 

involves no impact on the current Tep design, and little impact 
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wi thin UNIX t since device drivers are simply system modules which 

can be interchanged easily. 

This approach requires paying the overhead cost of moving 

packets from user memory to system buffers, as well as the extra 

kernel memory required to provide adequate buffers. We plan to 

compare the current scheme with the buffered facility, possibly 

making both available for use as appropriate to the host CPU 

environment. 

This may be coupled with a modification to the UNIX kernel 

code to permit system buffers to exist outside of the kernel 

address space. Such a change would permit more buffers to be 

rqade available on small-machine (e.g. 11/40, 11/34) 

implementations, which is necessary for performance reasons. 

4.2.1.4 Use of Ports for Interprocess Communication 

The IPC primitives previously defined specify a serial data 

stream model for communication. This model is currently 

implemented by the port mechanism, which is an extension of the 

standard UNIX "pipe" facility. While the model of serial data 

streams fits the need of the TCP architecture, there are 

performance problems associated with the current implementation 

when used in an environment needing low delays and high 

throughput. These problems lie in two areas, the way in which 

ports are implemented as disk files, and the use of standard 

system buffered 1/0 for data transfer. 
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The first area of concern in the port implementation 

involves the manner in which disk files are used as data buffers. 

Two problems have been identified here. First, because ports use 

fixed-size virtual disk files as buffers, the amount of write 

capacity available to the sender at any time is potentially 

variable, depending on how far the reader has advanced. Second, 

the amount of data which can be written is also a function of how 

recently the port has been completely emptied, since this 

condition is used to "reset" the virtual disk file. The effect 

of these conventions is that the pipe may be expected to exhibit 

a somewhat bursty behavior, as opposed to a smoothly elastic 

pipeline behavior, since the implementation requires that the 

port become completely empty, by the reader's act of catching up 

to the writer, at least once in every 4k bytes transferred. The 

effect of this behavior on the Tep has not been examined in 

detai.l. 

The second area of concern iti the port implementation 

involves the use of system buffers. (This latter area implies 

that the transfer of data between two user processes requires two 

copy operations involving an intermediate system buffer). As 

Qata is placed into a port, it is appended to a virtual file, up 

to a maximum of 4096 bytes. The reader, following behind the 

writer, removes the data, but the data still exists, as far as 

the buffer management routines are concerned, until the file 
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length is reset to zero when the reader catches the writer. The 
data "behind" the reader is logically no longer useful, but 
occupies system buffers, and may even be needlessly swapped to 
the disk if a buffer shortage occurs before the file length is 
reset. As with the first problem, we have not yet examined how 
seriously this impacts performance in the TCP/KDC/NAC 
environment, which may have many ports in use at any time, but it 
is fairly certain to have a significant impact on delay and 
throughput at some level of load. 

Several approaches are being investigated to solutions for 
these problems. The introduction of a mechanism for placing 

. system buffers in non-kernel memory would alleviate the problem 
to some extent. The ultimate solution will likely involve 
redesign of the core of the port implementation, to use a more 
efficient means of data transfer. This could involve a 
shared-memory implementation, or a "short-circuit" copy, avoiding 
use of system buffers, coupled with a non-blocking 1/0 scheme 
which permits the sender and receiver processes to have 
outstanding buffer areas available into which the system could 
directly transfer data from user to user. 
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4.2.2 The TCP Process Implementation 

The second major area of the TCP implementation which was 

investigated involves the architecture of the rcp process itselfr 

and its interface protocol to user programs. 

4.2.2.1 TCP Process Structure 

The MOS TCP implementation is currently composed of the 

TCPll program encapsulated in a driver and interface program for 

the UNIX environment. This was done primarily for two reasons, 

to maintain some level of compatibility with the existing PDP-l1 

implementation, and to provide support for the KDC/NAC testbed 

while evaluating the TCP/UNIX interactions. 

Examination of the behavior of the current implementation

has led to the analyses of the previous sections, which presents 

UNIX changes and enhancements being done to assist rep operation. 

The other major source of inefficiencies results from the 

differences between the UNIX and MOS environments. 

The MOS-driven design of TCP11 differs most obviously from 

UNIX in areas such as the use of shared memory, event queues, and 

hardware device interrupts, and the use of a resident Tep process 

for each TCP connection. To elaborate on these points we note 

that the TCP11 design assumes the existence of a facility by 

which a process can give a memory area to another process, or to 
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a device, and be informed when it is no longer being used; thus 

a user process fills a buffer with data, passes it to the rcp 

process, Which eventually passes it to a device driver, etc. 

UNIX has no such facility, so the Tep driver module has had to 

simulate one. Also, the use of event queues and interrupts to 

manage 1/0 and process interactions is intrinsic in the basic 

rep11 design, as is the use of a single, permanently resident, 

rep process fo.r each active connection. 

For various reasons related to the characteristics of the 

environment presented to users by UNIX, the UNIX rep is 

structured somewhat differently, especially in the use of a 

single rcp process communicating through ports to its users. 

Although the current implementation is supported by UNIX, its 

behavior is affected by the existence of swapping, lack of 

interrupts, and relatively low bandwidth inter-process 

communication. 

Our current work involves restructuring the rep 

implementation to tailor it more closely to the UNIX environment, 

taking advantage of the enhancements to the UNIX IPe mechanisms 

which are now installed, and structuring it to interface easily 

to the expected UNIX enhancements discussed previously. This 

restructuring involves basically taking the core 

protocol-handling pieces of rep11 and embedding them in a driver 

which is tailored to UNIX rather than to MOS. This can be 
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contrasted with the current implementation in which the protocol 

code is embedded in a MOS interface, which is embedded in a" UNIX 

interface. The UNIX driver should prove to be more efficient in 

its management of TCP activity since the design decisions in the 

MOS code which related to the MOS environment not in UNIX can now 

be changed. 

Work on restructuring the TCP is in progress now, and should 

be completed during the next quarter. The KDC and NAC programs 

will similarly be updated to interface to the new TCP and system 

primitives as required. 

4.2.3 System Call Descriptions 

Beginning on the following page, we detail the five system 

calls discussed in the previous sections. 
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NAME 
await - wait for activity on enabled flIes 

SYNOPSIS 
(await=55; not in assembler) 
(rO oontains the constant 0 to identify this as await) 
sys await 
time 
buf 
len 

1 maximum time to wait 
1 pointer to result area 
1 length of result area 

await (tim, buf, len) 
where 
int tim; 
int *bufj 
int len; 

DESCRIPTION 

1* timeout, in seconds *1 
1* pointer to result area in user process *1 

1* length of resul t 'area * 1 

The await call permits a process to suspend operation 
pending a change in the status of one or more of the files 
which are currently enabled. Files are enabled and disabled 
by use of the awtenb and awtdis calls. 

When ~ process executes an await call, its operation is 
suspended until the specified time has elapsed, or activity 
has occurred on one or more of itscurr~ntlyenabled files. 
Each enabled file conceptually has an associated flag bit, 
which is turned on whenever any activity occurs on that 
file. When a process executes an await call, it will return 
immediately if any of the bits have been set since the last 
time it executed an await. If none are set, the process is 
suspended until the timeout,. or some activity, wakes it. 

Enabling a file can be viewed as making its tlag bit 
susceptible to activity. Any activity which occurs while a 
file is disabled is ignored. Disabling a file clears its 
associated flag bit. 

When a process is resumed, all of its flag bits are cleared. 
If the user supplied a result area in the arguments to the 
call, that area is filled in with the file descriptors of 
those files which had activity during the period. The 
resul t area is simply an array of bytes wh ich contain the 
file descriptors, terminated by a -1. If the -1 end marker 
is placed at the end of the result area, it is possible that 
more activity occurred than could be reported in the 
available space. The user process must be prepared to cope 
with this, possibly by use of the capaq call, or by 
providing a result area larger than the number of enabled 
files at any given time. 
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SEE ALSO 
awtenb(II), awtdis(II), capac(II) 

DIAGNOSTICS 

BUGS 

The error bit (c-bit) is set when invalid arguments are 
supplied. 

none known. 
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NAME 
awtenb - enable a file for awaiting activity 

SYNOPSIS 
(awtenb=55; not in assembler) 
(rO contains the constant 1 to identify this as awtenb) 
sys awtenb 
fd 
unused 
unused 

awtenb (fd) 
where 
int fd; 

I file descriptor 
I two unused words 
I for other operations 
I call 55. 

1* file descriptor *1 

using system 

DESCRIPTION 
This call is used to inform the system that activity 
associated with the supplied file descriptor should be 
monitored by the await facility. Its usage is similar to 
the hardware operation of enabling a particular interrupt. 

SEE ALSO 
await(II), awtdis(II), capac(II) 

DIAGNOSTICS 

BUGS 

The error bit (c-bit) is set for an unknown file descriptor, 
or one referring to a device which does not support the 
await facility. 

none known. 
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INAME 
awtdis - disable a file awaiting activity 

SYNOPSIS 
(awtdis=55; not in assembler) 
(rO contains the constant 2 to identify this as awtdis) 
system awtdis 
fd 
unused 
unused 

awtdis(fd) 
where 
int fdj 

1 file descriptor, or -1 
1 two unused words 
1 for other operations using 
1 system call 55. 

1* file descriptor, or -1 *1 

DESCRIPTION 
This call is used to remove the specified file descriptor 
from the set of those which are being monitored by the await 
facility. It also clears any pending wakeup, which would 
have caused the next call to await (q.v.) to return 
immediately. If the 'fd' argument is -1, all enabled file 
descriptors are disabled. . 

SEE ALSO 
await(II), awtenb(II) , capac(II) 

DIAGNOSTICS 

BUGS 

The error bit (c-bit) is set for an unknown file descriptor, 
or one referring to a device which does not support the 
await facility. Attempts to disable files which were never 
~nabled are ignored. 

none known. 
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NAME 
capac - check input and output capacities of various files 

SYNOPSIS • 
• (capac=55; not in assembler) 

(rO contains the constant 3 to identify this as capac) 
sys capac 
fd 
buf 
len 

I file descriptor, or -1 
I pOinter to result area 
I length of result area 

capac (fd, buf, len) 
where 
int fd; 
int *bufj 
int len; 

1* file descriptor, or -1 for multiple *1 
1* pointer to result area in user process *1 

1* length of result aeea *1 

DESCRIPTION 
Two modes of operation are possible, triggered by the value • 
of the 'fd' argument. If fd contains a positive number, it 
is treated as a file descriptor. In this case the result 
area must be 4 bytes long (2 words). On completion of the .• 
call, the first word will contain the input capacity of the 
file, i.e., the number of bytes which may be read without 
blocking. The second word will contain the output capacity • 
of the file, i.e., the number of bytes which may be written ... 
without blocking. In both cases, a capacity with· the value 
-1 is used to indicate that the actual count is 
undetermined, but that a read or write operation will not JI 
block, i~e., data is available. This convention is used for . 
dev ices which do raw 1/0, or which have an error or 
end-of-fil e condition pending, and are therefore guaranteed II 
to return immediately. 

The spec ial value -1 for the ' fd' argument is used to • 
. ind icate usage of the second mode of operation. This mode IJII 
provides a facility for obtaining the capacity of several 
files in one operation. In this case, the 'bu f' argument is _ .. 
a pointer to the result area as before, and its length is ~ 
specified in the 'len' argument. The result area is 
composed of successive three-word elements. The first word .1. 
is used to pass a file descriptor, whose capacities are 
placed in the following two words as described above. The 
result area must be a multiple of six bytes in length. 
Conditions which are reported as errors in the single-file I 
mode are treated differently in this mode. If an error 
occurs on processing any of the file descriptors, the 
related error code will be made negative, and replace the I 
file descriptor in the table. In no case will the capac I 

I 
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call return an error indication if one or more of the file 
descriptors processed encounter errors. 

SEE ALSO 
await(II), awtenb(II), awtdis(II) 

DIAGNOSTICS 

BUGS 

The error bit is set, in 
unknown file descriptor, 
which does not support the 

single-file mode only, for an 
or one which specifies a device 

capacity call. 

No distinction is made for the various liD modes of Teletype 
fil es • 
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NAME 
itime. - specify interval timer 

SYNOPSIS 
(itime=54; not in assembler) 
(address of pointer in rO) 
sys itime 

itime(ip); 
where 
int **ip; 

DESCRIPTION 
Itime is used to specify to 
user's memory space which 
obtain a pointer to another 
which is then incremented. 
disable the interrupt timer. 

the system a location in the 
will be accessed every second to 
word in the user t s memory space 
Specifying a location of 0 will 

This call does not guarantee that the user process will be 
run every second in real time, but rather that the specified 
word will be incremented by one for each second of elapsed 
time. 

SEE ALSO 

DIAGNOSTICS 

BUGS 

None on execution of itime. If the pointer value is invalid 
(i. e., pointing to a non-existent address) I at the time when 
the system accesses it, a signal will be generated. 

none known. 
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